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Abstract
It is possible to implement an unsupervised “bot” capable of playing winning Texas Holdem poker against human opponents.  Here, a bot is any algorithm capable of making a decision in every situation presented by the game.  In this dissertation, a winning bot is designed using principles of game theory and opponent modeling, and an implementation is given for the bot.  Then, the bot’s performance record against other humans and other bots is given as experimental proof of the validity of the algorithms used.

A short overview of my envisioned dissertation
Much research has been done on the game theory behind traditional forms of poker, such as Five-Card Draw, but very little has been done on Texas Holdem.  One of the most important works yet on this subject was done by Darse Billing and others in the University of Alberta Computer Poker Research Group:

(http://www.cs.ualberta.ca/~games/poker/).

Their breakthrough idea was to invent a “reduced” form of the game in which hands are grouped into seven strength types (a reduction from the millions of types of hands possible), among other simplifications, and to use a computer’s brute force to determine an approximation of game-theoretic optimal play in every holdem situation.  By a game-theoretic optimal decision, I mean a decision for which the minimum expected value over all decisions by an opponent(s) is as large as possible.  (In fact, this minimum is attained no matter what decision the opponent makes.)  One consequence of game-theoretic optimal play is that it is impossible for any opponent to exploit this strategy, because the game-theoretic optimal expected value is the same regardless of an opponent’s actions.  This is an important step towards a winning Texas Holdem strategy because it ensures that a player never loses as much as he could possibly lose were he to use other strategies.  In fact, it has been shown that game-theoretic optimal play is guaranteed to break even, at least in a two-player game.

The idea behind game-theoretic optimal play is to never allow an opponent to gain an advantage.  Thus, while an opponent may make mistakes, he will never cause the bot to make mistakes.  When the opponent is human, for example, a streak of bad cards could cause him to lose focus/get angry and start playing poorly.  A bot, on the other hand, never gets angry and has infinite patience.  And if it is following game-theoretic optimal play, the human will never win back what it loses in moments of weakness.

Unfortunately, the closest anyone has gotten to game-theoretic optimal play is an approximation.  Even that has only been accomplished for the two-player case.  My idea is to extend these approximations to multiplayer cases involving six or fewer players.  (This kind of game is called a short-handed game.)  Using conventional machinery, Billing et al were able to exhaustively derive game-theoretic optimal play for each of the O(10^7) possible games in the two-player case in under one day.  My idea is that since typically four or fewer players will enter into the pot in a short-handed game is to do the same thing that Billing et al did for the four-player case.  This would not increase the size of the search space by very much since it does not greatly affect the number of possible betting patterns.  (I estimate less than 3 orders of magnitude.)  However, even a marginal increase in the search space size would probably require a powerful machine to carry out the necessary computations in less than a month.  (It is possible that some improvements may be made using parallel-computation methods.)  Thus, my first goal would be to acquire access to such a machine and begin computations early into my junior year, since the computations may require some tweaking.

All of this is important in creating a bot that can beat weak humans and break even (or approximately break even) against strong ones.  But virtually all poker experts agree that opponent modeling is an essential aspect of Texas Holdem.  Therefore, for the bot to be as good as possible, it must be able to recognize when somebody is clearly following some simple weak strategy, like betting and raising at every turn, and when they are doing something more complicated.  Perhaps the simplest way to incorporate this information is to set some very high threshold of statistical certainty for pattern detection.  Then, if and only if a pattern is detected, the bot may diverge from game-theoretic optimal play if necessary.

This may be viewed as a sort of hack to patch up the very one-sided mathematical viewpoint entailed by game-theoretic play.  But in fact incorporating weak opponent modeling could be an important step toward perfect play.  Furthermore, by playing with the level of weakness of the opponent modeling, a user of the bot could determine experimentally what levels seem to be optimal and what levels seem to be stretching the computer’s ability to exercise its “judgment.”  Perhaps then a certain “gray area” could be identified between game-theoretic play and opponent-modeling play, in which patterns have been identified but are not conclusive enough for the computer to act on, and in which the bot could be programmed to turn over control to a human’s judgment.  This again would be a sort of hack, but it could enable professional poker players to “work” all day while only having to make 100 or so non-automated decisions.

This final vision of the project might entail the development of some sort of GUI along the way, so that a user can interact with his bot.  For example, the GUI could keep track of certain statistics about players at the table while the user is not watching, and it could sound a small alert when the user’s input is needed.  Perhaps then if the user does not answer within a certain amount of time, the bot could proceed along the game-theoretic path (or some other default path).  This would allow a stay-at-home dad to continue to earn money for his family even while he changes the baby’s diapers.

